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Abstract. In this project we present a framework for a multi-touch surface us-
ing multiple cameras. With an overhead camera and side-mounted camera we 
determine the three dimensional coordinates of the fingertips and detect touch 
events. We interpret these events as hand gestures which can be generalized 
into commands for manipulating applications. We offer an example applica-
tion of a multi-touch finger painting program. 

1   Motivation 

Traditional human input devices such as the keyboard and mouse are not suffi-
ciently expressive to capture more natural and intuitive hand gestures. A richer ges-
tural vocabulary may be enabled through devices that capture and understand more 
gestural information. Interactive tables that detect fingertip touches and interpret 
these events as gestures have succeeded to provide a richer input alternative. Touch 
detection estimates in overhead camera based systems suffer in depth resolution, 
causing a system to report touches when a user’s finger hovers near the touch sur-
face. In our multi-touch surface we strive to build a system that is low-cost, scaleable, 
and improves existing vision-based touch-table accuracy. 

2   Background 

 Multi-touch input devices have been explored by Bill Buxton [1] as early as 1984. 
Touch position sensing in touchpads is a common laptop input device [2], measuring 
the capacitance created between a user’s finger and an array of charged plates under 
the touch surface. 
 Larger touch sensitive surfaces have been constructed from similar sensor arrays. 
The Mitsubishi DiamondTouch display sends a unique electrical signal through the 
seats of each of its users, and an antenna array under the touch surface localizes and 
identifies unique touches [3]. 
 



 

Fig. 1. Diagram of the multi-touch surface prototype 

 Computer vision techniques for human-computer interface have provided a high 
bandwidth alternative to traditional mechanical input devices as early as 1969 in 
Krueger’s Videoplace [4]. While cameras provide a high rate of input information, 
algorithms that efficiently reduce this data to desired parameters are necessary to 
minimize the interface latency. Modifications to the operating conditions of an opti-
cal interface that isolate desirable features can simplify the complexity of the latent 
image analysis.  
 Methods of touch detection exist that force a finger position to illuminate on con-
tact. The Coeno “Office of Tomorrow” touch sensitive surface uses a scanning laser 
diode to produce a thin layer of laser light over the touch sensitive surface [5]. 
Touches that contact the surface reflect the light, simplifying fingertip localization to 
the identification of bright spots in an image. 

 Jeff Han revisited touch surfaces based on frustrated total internal reflection 
(FTIR) in a novel multi-touch sensitive surface. In his implementation, an acrylic 
pane lined with infrared LEDs acts as an optical waveguide whose property of total 
internal reflection is disturbed by the mechanical disturbances of finger presses [6]. 
A camera behind the acrylic pane views the fingertip presses as they illuminate with 
infrared light, and connected components analysis provides the positions of multiple 
finger presses. The system does not provide information regarding where fingertips 
hover or which fingertips belong to which hand [6]. 
 Touch-like gestures may estimate actual surface contact in situations where one 
may be unable to directly measure fingertip proximity to a surface. The steerable 
projector and camera in IBM Everywhere Displays senses touch-like gestures per-
formed upon flat surfaces in a room [7]. The SmartCanvas [8] project classifies com-
pleted strokes seen from a monocular camera as being a touch or transitional stroke. 
Pauses performed between strokes in the SmartCanvas system make drawing ges-
tures unnatural yet simplify stroke segmentation [8]. 
 A solution requiring minimal hardware using a stereo pair of cameras and a black 
paper background is offered by Malik, which performs hand contour analysis for 
fingertip detection and orientation measurement, and measures fingertip altitude 
from stereo disparity [9]. 
 The use of hand shadow analysis for the extraction of touch and hover informa-
tion has been explored by Wilson [10], in which the author subjectively estimated the 



best touch detection threshold altitude of the PlayAnywhere system to be 3-4mm 
[10]. 
 The SmartCanvas paper suggests the use of side cameras aligned with the touch 
surface to detect touches, but does not explore an implementation [8]. We have cho-
sen to explore the use of side cameras as a means of improving vision-based touch 
detection accuracy. 

3   Overview 

Our hardware consists of a flat table surface mounted in a PVC frame. Attached to 
the frame are support struts which house a downward-pointing overhead camera 
approximately two feet above the surface. A side-mounted camera supported by a 
tripod is stationed two feet away and is level with the surface. 

 

Fig. 2. The touch surface and camera rig 

The software consists of a pipeline divided into three layers: image processing, in-
terpretation, and application. By dividing up the system in this fashion, each module 
can be developed independently without affecting other modules. This method also 
allows for greater generalization, as different applications can be easily substituted. 

4   Image Processing Layer 

The image processing layer is responsible for converting the raw images into a de-
scriptor suitable for gesture interpretation.  This layer consists of image acquisition, 
hand segmentation, and contour extraction.  



4.1   Hand Segmentation 

After image acquisition, the hand is segmented in both cameras. For the overhead 
camera, segmentation is required for fingertip detection. For the side-mounted cam-
era, segmentation is required for contact detection.  

Initially, we assumed that having a uniform, matte background would allow us to 
implement an extremely simple background subtraction and thresholding algorithm. 
Further examination showed this to be ineffective for several reasons. First, as the 
cameras we use are cheap and have poor noise characteristics, the black background 
regions are exceptionally noisy. Thus, black regions deviate strongly from a learned 
background, resulting in misclassification. Second, having the hand in close prox-
imity to the table surface results in highly conspicuous shadows, which are also mis-
classified by the aforementioned algorithm.  

These drawbacks led us to a more sophisticated method given by Morris [11]. 
Rather than acquiring multiple background images and noting only the per-pixel 
mean, we also note the per-pixel standard deviation. Upon receiving an input image, 
we determine how many standard deviations each pixel is from its corresponding 
mean.  

 
Fig. 3. Mean and standard deviation images 

 
Morris [11] observes that the color of a shadow is always the same as the surface 

it is projected onto. Furthermore, the luminosity of a shadow is always lower than 
that of the surface. Therefore, we can effectively remove the hand’s shadow by apply-
ing a luminosity threshold after the segmentation phase. In general, shadow removal 
is an open problem. With our simplifying assumptions (the uniform background), 
this simple heuristic works surprisingly well. 

One difficulty remains when the hand color closely resembles the background 
color. This occurs when parts of the hand are in shadow, and results in those pixels 
being falsely classified as background. We solve this problem by supplying addi-
tional lighting in the form of lamps attached to the support structure. 

4.2   Contour Extraction 

The final step in the image processing layer is to find the contour of the hand sil-
houette. After finding the contour of all foreground blobs, all but the longest contour 
is eliminated. These eliminated contours correspond to regions where the segmenta-
tion algorithm misclassified.  Thus the segmentation phase can misclassify portions 
of the image without adversely affecting the end result. 



5  Interpretation Layer 

The interpretation layer is responsible for converting the pixel information from 
the previous layer into semantic knowledge to be passed up to the application layer. 
This layer consists of modules that detect fingertip positions and share information 
between the two cameras. It also handles events including contact with the table 
surface, gestures, and occlusions 

5.1   Fingertip Detection 

Initially, every point on the hand’s contour is a potential fingertip. The objective 
of the fingertip detection module is to eliminate irrelevant points. The first step is to 
identify the palm center as the hand silhouette pixel whose distance to the nearest 
background pixel is the largest. When inspecting the distance between each contour 
pixel and the palm center, pixels that do not exhibit a local maximum are ignored as 
fingertip candidates. 

The remaining points include the fingertips, but also the knuckles of the thumb, 
the outside edge of the palm, and any peaks that are the result of noise. To eliminate 
these false positives, we introduce the following heuristic: a neighborhood of 60 
contour points, centered about the point in question is analyzed to determine its local 
centroid. The distance between the point in question and the local centroid is 
thresolded. True fingertips will have a characteristically high distance. 

 

Fig. 4. Fingertip Detection 

Finally, we account for a few special cases. Points close to the image border are 
eliminated, as are multiple fingertip points clustered together.  

The performance of this module is excellent; the performance of the pipeline to 
this point seems to be limited by the capabilities of the segmentation phase, as de-
scribed earlier. 



5.2   Coordinate Transform 

Once the fingertip positions are acquired in overhead camera coordinates, they 
must be converted into side-mounted camera coordinates for contact detection. In 
this section we describe two methods of performing this transformation. 

The first method is a generalization of the common bilinear interpolation algo-
rithm, extended to non-orthogonal data points.  It is assumed that there are four 
marker points viewable in the overhead camera, denoted Q11, Q12, Q21, and Q22, 
with known x,y values. For each marker point, the corresponding x values in the 
side-mounted camera is also known. These values are denoted by F(Q11), etc. 

 

Fig. 5. Modified bilinear interpolation 

First the weight for R1 is computed: 
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After computing the weight for R2 in a similar manner, interpolate along the y 
axis: 
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This method works well, but can only interpolate for values of P that lie within the 
convex hull of the data points. A less restrictive alternative transforms coordinates 
using the fundamental matrix, at the cost of more complex calibration. To calculate 
the fundamental matrix, we manually choose 16 corresponding points in the over-
head and side images. These points are chosen so as to provide maximal coverage in 



the two planes. Although only 8 points are strictly required, doubling the number of 
correspondences and using RANSAC estimation [12] returns a more accurate ma-
trix. The resulting matrix F can be used with a fingertip point m to determine the 
epipolar line l in the side image: 

lFm �  (3) 

5.3   Fingertip Association 

For meaningful gesture interpretation, the position of individual fingers must be 
tracked through multiple frames. This involves assigning a label to each finger and 
maintaining the consistency of that label for as long as the finger is visible in both 
cameras.  Note that it is not necessary to assign a label based on the type of the fin-
ger (e.g. index finger is assigned label 1, etc.).  

For each input image, we assign labels by comparing the current frame to the pre-
vious frame.  For each fingertip in the current frame, we look for the nearest 
neighbor fingertip in the previous frame. If the hand is in motion, it is possible for 
fingertips to be misclassified but experimentation has shown this to be a rare occur-
rence, since the time between frames is generally short. 

If the number of fingertips between two successive frames is different, new labels 
are registered or old labels are deleted as necessary. 

5.4   Contact Detection 

By calculating the height of each finger from the touch surface, i.e., its distance 
along the z-axis, we can define a contact event as when the fingertip is at z=0. A 
priori, we manually register camera parameters (position, orientation, and principal 
point) and the endpoints of the table edge in the side camera image. During runtime, 
we search the camera images to establish a correspondence, then project the corre-
sponding points to localize the fingertip in three dimensions. 

Our method of contact detection requires that each side camera be placed such 
that its principal axis lies within the touch surface plane to optimally view the inter-
section of a fingertip with the touch surface. This camera configuration also simpli-
fies our localization calculations. 

After fingertips have been detected in the overhead view, corresponding fingertip 
locations are searched for in the side camera binary image. Using the fundamental 
matrix between the two views, an epipolar line is defined in the side camera image 
for each fingertip detected in the overhead view. The corresponding fingertip loca-
tion is searched for along this epipolar line beginning at the intersection of the epi-
polar line and the table edge line. 

Traveling up the epipolar line from this intersection point, a fingertip is detected 
as the first ON pixel encountered. 



The angular offset of any pixel from the principal axis of a camera may be calcu-
lated as a function of the principal point, pixel offset, camera field of view, and im-
age dimensions: 
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Fig. 6. (a) Detected fingertips with associate epipolar lines (b) Detected fingertips labeled 

with height value  
 

where x and y are the coordinates in question, xprincipal and yprincipal are the coordi-
nates of the principal point, � HFOV and � VFOV are the camera’s horizontal and vertical 
fields of view, and W and H are the image width and height in pixels, respectively. 

With the fingertip localized in both cameras, the angular offsets of each fingertip 
are determined for each camera view. The vertical angular offset �  of the fingertip in 
the side camera view defines a plane T in which the fingertip exists, whose relative 
normal vector is: 

ddn ,tan,0 ���  (6) 

where d is an arbitrary constant. The horizontal and vertical angular offsets �  and 
�  from the overhead camera O at (Ox, Oy, Oz) project a point P on the touch surface 
at the coordinates: 

)0,tan,tan( �� ���� hOhO yx  (7) 

The fingertip lies along line segment OP at point Q where the line segment inter-
sects with plane T: 
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where S is the position of the side camera. 
 

 
Fig. 7. Calculation of the fingertip height from the touch surface 

 
The error of the measured z-value corresponding to one pixel in the side camera 

image can be simply calculated with a right triangle, knowing the camera’s vertical 
field of view � VFOV, image height H in pixels, and the fingertip distance d from the 
side camera: 
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5.5   Occlusion Detection 

Occlusion of detected fingertip touches can be expected to occur in any side cam-
era. Touch detection that are occluded by touches occurring nearer to the side camera 
share the same virtual button position as the occluding touch and should not be 
evaluated for touch detection. 

Our coarse approximation of the fingertips as points of contact on a planar surface 
is convenient for fingertip detection, but it ignores the unique volume that each fin-
ger occupies in space. With such an assumption we may report that a detected touch 
is occluded when another touch is detected along the line between itself and the side 
camera.  

The side camera touch positions conveniently correspond to the horizontal angu-
lar offset of the detected fingertip. When fingertip coordinates from the overhead 
camera are transformed to the same angular offset in the side camera the fingertips 
are evaluated for occlusions. All touches that share the same angular offset except 
the touch nearest to the side camera is reported as occluded.  

In reality the volume occupied by each finger provides some width to its profile 
viewed in a side camera and so occludes touches not perfectly collinear with itself 



and the camera position. Touches in the side camera that are a within a threshold 
angular offset of another touch are evaluated for occlusions. 

 
Fig. 6. Occluding touches are approximately collinear with the position of the ob-

serving side camera 

5.6   Gesture Recognition 

The touch detection and tracking provides the touch positions’ current and previ-
ous states that may be interpreted as gestures. Our gestures are simply detected as a 
change of state from the previous frame to the current frame, whose incremental 
output is well suited for applications like map viewers that are navigated via incre-
mental motions. 

If only a single touch is detected and the touch has translated more than a thresh-
old distance, a pan command is issued with the detected motion vector as its parame-
ter. If only two touches are detected, the distance between them is measured, and 
angular orientation is measured by drawing a line between the touch positions and 
measuring its angle against the positive x-axis of the overhead camera view. If the 
angular orientation of two touches changes beyond a threshold angle, a rotate com-
mand is issued with the angle change as its parameter. If the distance between the 
two touches increases or decreases beyond a threshold, a zoom-in or zoom-out is 
performed, respectively. 

 
    Fig. 7. Single and double-touch gestures that are suitable for a map viewing appli-
cation 

6   Application Layer 

A simple paint program has been developed that takes advantage of the multi-
touch output of our interface. It paints a different color on a black background for 



each detected fingertip press, allowing a user to freehand draw and leave rainbow 
colored stripes on the virtual canvas by dragging an open hand across the multi-
touch surface. An unfilled outline of the user’s hand is displayed on the canvas to aid 
the user in placing strokes in the desired locations on the screen. 

 

 
 

Fig. 8. A multi-touch paint program screenshot 

7   Analysis and Future Work 

The slow frame rate that is qualitatively under 10Hz introduces a latency between 
the update of virtual button positions in the side camera image and the true position 
of the finger, forcing the user to perform their gestures slowly. These issues may be 
resolved by improvements to the multiple camera image acquisition rate in OpenCV. 

We encounter false positives of gesture recognition among many true positive 
identifications which may be resolved through spatio-temporal smoothing. 

The addition of more side cameras is expected to markedly reduce the number of 
reported occlusions. A larger surface that can better fit two hands and incorporate 
more side cameras would benefit from a larger workspace, and would have potential 
to detect hand ownership of touches. 

Future work aims to improve the robustness of each component.  The current 
method of segmentation relies on a static background—improved implementations 
will dispense with this requirement, possibly by using adaptive background subtrac-
tion. More sophisticated fingertip detection methods could also have great value in 
eliminating occasional false positives. 

8   Conclusion 

We have demonstrated a multi-touch surface built from commodity hardware that 
explores the use of a side camera for touch detection. Gestures suitable for map-
viewing are recognized and a paint application that takes advantage of multiple 
touches has been developed.  
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